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Parameter Initialization Strategies

The difficulties of parameter initialization

Training deep models is difficult that most algorithms are strongly
affected by the choice of initialization.

Designing improved initialization strategies is difficult since the neural
network optimization is not yet well understood.

Some initial points may be beneficial from the viewpoint of
optimization while detrimental from the viewpoint of generalization.
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Parameter Initialization Strategies

Initialization of weights:

We almost always initialize all the weights in the model to values
drawn randomly from a Gaussian or uniform distribution.

One heuristic is to initialize the weights of a fully connected layer with
m inputs and n outputs by sampling each weight from U(− 1√

m
, 1√

m
)

while Glorot and Bengio (2010) suggest using the normalized
initialization:

Wi ,j ∼ U(−
√

6

m + n
,

√
6

m + n
)

.
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Parameter Initialization Strategies

Initialization of other parameters:

The approach for setting the biases must be coordinated with the
approach for settings the weights.

For variance or precision parameter, we can usually initialize to 1
safely.

Additionally, we can initialize a supervised model with the parameters
learned by an unsupervised model trained on the same inputs. (Discussed
in part III of the book.)
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Algorithms with Adaptive Learning Rates

learning rate is the difficult hyperparameters to set since it has a
significant impact on the model performance.

The momentum can somewhat mitigate the issue that the cost is
often highly sensitive to some directions in parameter space.

Delta-bar-delta algorithm (Jacobs, 1988):
If the partial derivative w.r.t a given model parameter remains the
same sign, the learning rate should increase, and vice versa.
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Algorithms with Adaptive Learning Rates

AdaGrad algorithm (Duchi et al.,2011):

The net effect is greater progress in the more gently sloped directions
of parameter space.

Empirically, the accumulation of square gradients from the beginning
of training can result in a premature and excessive decrease in the
effective learning rate.
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Algorithms with Adaptive Learning Rates

RMSProp algorithm (Hinton, 2012):
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RMSProp

It modifies AdaGrad by introduces a new hyperparameter ρ which
controls the length scale of the moving average.

Compare to AdaGrad, it perform better in the non-convex setting by
changing the gradient accumulation into an exponentially weighted
moving average.

Empirically, RMSProp has been shown to be an effective and practical
algorithm for deep neural networks.
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Algorithms with Adaptive Learning Rates

Adam algorithm (Kingma and Ba, 2014):
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Adam algorithm

In Adam, momentum is incorporated directly as an estimate of the
first order moment.

Adam includes bias corrections to the estimate of both the first-order
momnets and the second-order moments.

RMSProp second-order moment estimate may have high bias early in
training,because it lacks correction factor compare to Adam.
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Summery for Algorithms with Adaptive learning Rates

AdaGrad algorithm

RMSProp algorithm

RMSProp algorithm with Nesterov Momentum

Adam algorithm

Question: Which algorithm should one choose?
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Approximate Second-Order Methods

For simplicity, the only objective function we examine in this section
is the empirical risk:

J(θ) = Ex ,y∼p̂data(x ,y)[L(f (x ; θ), y)] =
1

m

m∑
i=1

L(f (x (i); θ), y (i)))

Newton’s Method:

Second-order Taylor series expansion of J(θ):

J(θ) ≈ J(θ0) + (θ − θ0)T∇θJ(θ0)

Solve the critical point of above function, we obtain the Newton
parameter update rule:

θ∗ = θ0 − H−1∇θJ(θ0)
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Newton’s Method

If the objective function is convex, this update can be iterated.

In deep learning, the surface of the objective function is typically
non-convex which are problematic for Newton’s method.

This can be avoided by the regularized update:

θ∗ = θ0 − [H(f (θ0)) + αI ]−1∇θf (θ0)

The application of Newton’s method for training large neural
networks is limited by the computational burden of the inverse of
Hessian matrix.
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Approximate Second-Order Methods

Review of steepest descent method:

Steepest descent proposes a new point

x ′ = x − ε∇x f (x)

where ε is the learning rate.

To evaluate f (x − ε∇x f (x)) for several values of ε, one can choose
the one that results in the smallest objective function value. This is
called a line search.

Suppose the previous search direction is dt−1, when the line search
terminates, the directional derivative

∇θJ(θ) · dt−1 = 0,

which means dt = ∇θJ(θ) is orthogonal to dt−1.
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Approximate Second-Order Methods
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Conjugate Gradients

It is a method to efficiently avoid the calculation of the inverse
Hessian by iteratively descending conjugate directions.
In this method, we seek to find a search direction that is conjugate to
the previous line search direction. At training iteration t, the next
search direction dt takes the from:

dt = ∇θJ(θ) + βtdt−1

where βt is a coefficient whose magnitude controls how much of the
direction dt−1 we should add.
Tow popular methods for computing βt :
1. Fletcher-Reeves:

βt =
∇θJ(θt)

T∇θJ(θt)

∇θJ(θt−1)T∇θJ(θt−1)

2.Polak-Ribiere:

βt =
(∇(θt)−)∇(θt−1)T∇θJ(θt)

∇θJ(θt−1)T∇θJ(θt−1)
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Approximate Second-Order Methods

Conjugate Gradients:
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Approximate Second-Order Methods

Broyden-Fletcher-Goldfarb-Shanno (BFGS) algorithm:

Previous difficulties of Newton method is the calculation of the
inverse Hessian H−1

BFGS is to approximate the inverse with a matrix Mt that is
iteratively refined by low rank updates to become a better
approximation of H−1.

It is not heavily dependent on the line search finding a point very
close to the true minimum.

It must store the inverse Hessian matrix M (requires O(n2) memory)
which make BFGS impractical for modern deep learning methods.

Limited Memory BFGS (L-BFGS):

It using the same method as the BFGS algorithm, but begining with
the assumption that M(t−1) is the identity matrix.
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Summary of Approximate Second-Order Methods

Newton’s Method

Conjugate Gradients

BFGS algorithm

L-BFGS algorithm
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Optimization Strategies and Meta-Algorithms

Batch Normalization:

In practice, for the deep models that involve the composition of
several layers, we update all of the layers simultaneously, using
updates that were computed under the assumption that the other
functions remain constant.

Batch normalization provides an elegant way of reparametrizing which
significantly reduces the problem of coordinating updates across many
layers.
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Example of Batch Normalization:

Suppose we have a deep neural network: ŷ = xω1ω2ω3...ωl , where ωi

provides the weight used by layer i and the output of layer i is
hi = hi−1ωi .

Suppose our cost function has put a gradient of 1 on ŷ , so we wish to
decrease ŷ slightly.

If we make an update ω ← ω − εg . Then the new value of ŷ is given
by

x(ω1 − εg1)(ω2 − εg2)...(ωl − εgl)

.

It can be negligible or extremely large due to the update to the
parameter for one layer depends strongly on all of the other layers.
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Example of Batch Normalization:

Suppose x is drawn from a standard Gaussian distribution, the hl−1 is
also come from a Gaussian but does not have zero mean and unit
variance.

We then normalize hl−1 by ĥl−1 =
hl−1−µ

σ .

the output ŷ may be learned as a simple linear function ŷ = ωl ĥl−1
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Optimization Strategies and Meta-Algorithms

Coordinate Descent

Solving an optimization problem quickly by breaking into separate
pieces.

We minimize f(x) w.r.t a single variable Xi , then minimize it with
respect to another variable xj and so on.

Block coordinate descent refers to minimizing w.r.t a subset of the
variables simultaneously.
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Optimization Strategies and Meta-Algorithms

Polyak Averaging

Polyak averaging (Polyak and Juditsky, 1992) consists of averaging
together several points in the trajectory through parameter space
visited by an optimization

If t iterations of gradient descent visit points θ(1), ..., θ(t), then the
output of the Polyak averaging algorithm is θ̂(t) = 1

t

∑
i θ

(i)

The basic idea is that the algorithm may leap back and forth across a
valley several times instead of visiting the bottom.

This approach has strong convergence guarantees for convex
problems.
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Optimization Strategies and Meta-Algorithms

Supervised Pretraining

The strategies that involve training simple models on simple tasks
before confronting the challenge of training the desired model to
perform the desired task are collectively known as pretraining.

Greedy algorithms break a problem into many components, then
solve for the optimal version of each component in isolation.

Greedy supervised pretraining is a pretraining algorithm that break
supervised learning problems into other simpler supervised learning
problems.
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Greedy Supervised Pretraining

The original version of greedy supervised pretraining is provided by
Bengio et al., 2007.

Simonyan and Zisserman (2015) pretrain a deep convolutional
network with eleven weight layers.

Yosinski et al. (2014) extends the idea of supervised pretraining to the
context of transfer learning, which will be discussed in section 15.2.

Romero et al., (2015) provided a FitNets approach which begins by
training a network that has low enough depth and great enough width
(number of units per layer).

Weiliang Lu (U of C ) 11 Feb 2020 27 / 32



Optimization Strategies and Meta-Algorithms

Designing Models to Aid Optimization:

We do not always to improve the optimization algorithm. Instead, we
can designing the models to be easier to optimize.

In practice, it is more important to choose a model family that is easy
to optimize than to use a powerful optimization algorithm.

Specifically, modern neural networks reflect a design choice to use
linear trans- formations between layers and activation functions that
are differentiable almost everywhere and have significant slope in large
portions of their domain.

Linear paths or skip connections between layers reduce the length of
the shortest path from the lower layer’s parameters to the output, and
thus mitigate the vanishing gradient problem (Srivastava et al., 2015).
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Optimization Strategies and Meta-Algorithms

Continuation Methods:

Continuation methods are a family of strategies that can make
optimization easier by choosing initial points to ensure that local
optimization spends most of its time in well-behaved regions of space.

In order to minimize a cost function J(θ), we will construct new cost
functions {J(0), ..., J(n)}. These cost functions are designed to be
increasingly difficult, with J(0) being fairly easy to minimize, and J(n),
the most difficult.
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Continuation Methods:

Traditional continuation methods are usually based on smoothing the
objective function or ’blurring’ the original cost function by
approximating

J(i)(θ) = Eθ′∼N(θ′;θ,σ(i)2)J(θ′)

via sampling.

Mobahi and Fisher(2015) reviewed about the successful application of
continuation methods, especially for AI applications.
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Optimization Strategies and Meta-Algorithms

Curriculum learning (Bengio et al. (2009))

Curriculum learning is based on the idea of planning a learning
process to begin by learning simple concepts and progress to learning
more complex concepts that depend on these simpler concepts.

Curriculum learning has been successful on a wide range of natural
language (Spitkovsky et al., 2010; Collobert et al., 2011a; Mikolov et
al., 2011b; Tu and Honavar, 2011) and computer vision (Kumar et al.,
2010; Lee and Grauman, 2011; Supancic and Ramanan, 2013) tasks.
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Thank you for your attention!
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