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Training error, Test error, Generalization error

The central challenge in machine learning is that we must perform well on
new, previously unseen inputs−not just those on which our model was
trained.

Generalization: The ability to perform well on previously unobserved
inputs is called generalization.

Training error: Error measure on the training set is called the
training error.

generalization error The generalization error is defined as the
expected value of the error on a new input (test set).

If we only consider the training error, what we have is an optimization
problem. What separates machine learning from optimization is that we
want the generalization error, also called the test error, to be low as
well.
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Underfitting, Overfitting, and Capacity

We assume the examples in each dataset are independent, and the train
set and test set are identically distributed. The factors determining how
well a machine learning algorithm will perform are its ability to:

Make the training error small.

Make the gap between training and test error small.

These two factors correspond to the two central challenges in machine
learning:

underfitting when the model is not able to obtain a sufficiently low
error value on the training set.

overfitting when the gap between the training error and test error is
too large.

We can control whether a model is more likely to overfit or underfit by
altering its capacity. Informally, a model’s capacity is its ability to fit a
wide variety of functions.
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Underfitting, Overfitting, and Capacity

One way to control the capacity of a learning algorithm is by choosing its
hypothesis space, the set of functions that the learning algorithm is
allowed to select as being the solution.

Example

Linear Regression ŷ = b + wx .

Quadratic Regression ŷ = b + w1x + w2x
2.

Polynomial Regression ŷ = b +
∑n

k=1 wkx
k .

Figure: three models to this example training set.
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Underfitting, Overfitting, and Capacity

Figure: Typical relationship between capacity and error.
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Underfitting, Overfitting, and Capacity

To reach the most extreme case of arbitrarily high capacity, we introduce
the concept of non-parametric models. Parametric models learn a function
described by a parameter vector whose size is finite and fixed before any
data is observed. Non-parametric models have no such limitation.

Example: k-nearest neighbor regression (KNN)

Figure: k-nearest neighbor regression (KNN)
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Underfitting, Overfitting, and Capacity

Bayes error: The ideal model is an oracle that simply knows the true
probability distribution that generates the data. Even such a model will
still incur some error on many problems, because there may still be some
noise in the distribution. In the case of supervised learning, the mapping
from x to y may be inherently stochastic, or y may be a deterministic
function that involves other variables besides those included in x. The
error incurred by an oracle making predictions from the true distribution
p(x , y) is called the Bayes error.

Bayes error could be regarded as the lower bound of error.
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The No Free Lunch Theorem

The No Free Lunch Theorem

averaged over all possible data generating distributions, every classification
algorithm has the same error rate when classifying previously unobserved
points.

In other words, in some sense, no machine learning algorithm is
universally any better than any other. So, the goal for machine learning is
not to seek a universal learning algorithm but need to consider learning
algorithm for specific task.
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Regularization

We can give a learning algorithm a preference for one solution in its
hypothesis space to another. There are many other ways of expressing
preferences for different solutions, both implicitly and explicitly. Together,
these different approaches are known as regularization. Regularization is
any modification we make to a learning algorithm that is intended to
reduce its generalization error but not its training error.

example

we can modify the training criterion for linear regression to include weight
decay. To perform linear regression with weight decay, we minimize a sum
comprising both the mean squared error on the training and a criterion
J(w):

J(w) = MSEtrain + λwTw

wTw is called regularizer.
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Regularization

Figure: We fit a high-degree polynomial regression model to our example training
set.
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Hyperparameters

Most machine learning algorithms have several settings that we can use to
control the behavior of the learning algorithm. These settings are called
hyperparameters.

Example

Polynomial Regression

ŷ = b +
N∑

k=1

wkx
k .

The degree N is the hyperparameters.

To determine the hyperparameters and avoid overfitting, we introduce the
validation set.
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Training Sets, Validation Sets, and Test Sets

Training Sets The data set we used to train models and learn the
parameters.

Validation Sets The data set we used to adjust hyperparameters and
check overfitting.

Test Sets The data set we use to calculate generalization error and
evaluate model. We only use this set once!

Example: Polynomial Regression

Set N = 1, use train set to determine parameter wk . Use validation
set calculate an error e1.

Set N = 2, use train set to determine parameter wks. Use validation
set calculate an error e2.

· · · · · ·
Form e1, e2 · · · to choose a best model and use test set to calculate
the test error e.
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Cross-Validation

Cross-validation

Bootstrapping

Hold-out
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Point Estimation

Point estimation is the attempt to provide the single “best” prediction of
some quantity of interest. In general the quantity of interest can be a
single parameter or a vector of parameters in some parametric model, such
as the weights in our linear regression. A point estimator or statistic is
any function of the data:

θ̂m = g
(
x (1), . . . , x (m)

)
.

In Function estimation, we are interested in approximating f with a
model or estimate f̂ . Function estimation is really just the same as
estimating a parameter θ; the function estimator f̂ is simply a point
estimator in function space.
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Bias

The bias of an estimator is defined as:

bias
(
θ̂m

)
= E

(
θ̂m

)
− θ

An estimator θ̂m is said to be unbiased if bias
(
θ̂m

)
= 0, which implies

that E (θ̂m) = 0.

Example: Estimators of the Variance of a Gaussian Distribution

Biased σ̂2m = 1
m

∑m
i=1

(
x (i) − µ̂m

)2
Unbiased σ̃2m = 1

m−1
∑m

i=1

(
x (i) − µ̂m

)2
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Variance and Standard Error

Another property of the estimator that we might want to consider is how
much we expect it to vary as a function of the data sample. The variance
of an estimator is simply the variance Var(θ̂)

Example: Bernoulli Distribution

Var
(
θ̂m

)
= Var

(
1

m

m∑
i=1

x (i)

)

=
1

m2

m∑
i=1

Var
(
x (i)
)

=
1

m2

m∑
i=1

θ(1 − θ)

=
1

m
θ(1 − θ)
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Consistency

So far we have discussed the properties of various estimators for a training
set of fixed size. Usually, we are also concerned with the behavior of an
estimator as the amount of training data grows. In particular, we usually
wish that, as the number of data points m in our dataset increases, our
point estimates converge to the true value of the corresponding
parameters:

plimm→∞ θ̂m = θ

Here, plim is the convergence in probability.
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Thank you for your attention
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