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Parameter Norm Penalties

Many regularization approaches are based on limiting the capacity of
models, such as neural networks, linear regression, or logistic regression, by
adding a parameter norm penalty Ω(θ) to the objective function J. We
denote the regularized objective function by J̃:

J̃(θ; X , y) = J(θ; X , y) + αΩ(θ),

where α ∈ [0,∞) is a hyperparameter. Different choices for the parameter
norm Ω can result in different solutions being preferred.
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L2 Parameter Regularization

One of the simplest and most common kinds of parameter norm penalty:
the L2 parameter norm penalty commonly known as weight decay.
To simplify the presentation, we assume no bias parameter, so θ is just w .
Such a model has the following total objective function:

J̃(w ; X , y) =
α

2
w>w + J(w ; X , y),

with the corresponding parameter gradient

∇w J̃(w ; X , y) = αw +∇wJ(w ; X , y).

To take a single gradient step to update the weights, we perform this
update:

w ← w − ε (αw +∇wJ(w ; X , y)) .
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L2 Parameter Regularization

We will further simplify the analysis by making a quadratic approximation
to the objective function in the neighborhood of the value of the weights
that obtains minimal unregularized training cost:

w∗ = arg min
w

J(w).

If the objective function is truly quadratic, then the approximation is
perfect. The approximation Ĵ is given by

Ĵ(w) = J (w∗) +
1

2
(w −w∗)>H (w −w∗) ,

where H is the Hessian matrix of J with respect to w evaluated at w∗

and H is positive semidefinite. The minimum of Ĵ occurs where its
gradient

∇w Ĵ(w) = H (w −w∗)

is equal to 0.
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L2 Parameter Regularization

Let w̃ be the minimum of J̃, we have

αw̃ + H (w̃ −w∗) = 0

(H + αI )w̃ = Hw∗

w̃ = (H + αI )−1Hw∗.

When α approaches to 0, the regularized solution w̃ approaches to w∗.
Since H is real and symmetric, we could have H = QΛQ>, where Λ is a
diagonal matrix. Then we can rewrite w̃ in the form

w̃ =
(
QΛQ> + αI

)−1
QΛQ>w∗

=
[
Q(Λ + αI )Q>

]−1
QΛQ>w∗

= Q(Λ + αI )−1ΛQ>w∗

We see that the effect of weight decay is to rescale w∗ by the i-th
eigenvector of H of a factor λi

λi+α
.
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L2 Parameter Regularization

Example

For linear regression, the cost function is the sum of squared errors:

(Xw − y)>(Xw − y).

When we add L2 regularization, the objective function changes to

(Xw − y)>(Xw − y) +
1

2
αw>w .

This changes the normal equations for the solution from

w∗ =
(
X>X

)−1
X> y

to

w̃ =
(
X> X +αI

)−1
X> y .
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L1 Regularization

Formally, L1 regularization on the model parameter w is defined as:

Ω(θ) = ‖w‖1=
∑
i

|wi | .

Similarly, the L1 regularized objective function is given by:

J̃(w ; X , y) = α‖w‖1+J(w ; X , y),

with the corresponding gradient

∇w J̃(w ; X , y) = α sign(w) +∇wJ(X , y ; w).
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L1 Regularization

Because the L1 penalty does not admit clean algebraic expressions in the
case of a fully general Hessian, we will also make the further simplifying
assumption that the Hessian is diagonal matrix.
Then, quadratic approximation of the L1 regularized objective function
decomposes into a sum over the parameters:

Ĵ(w ; X , y) = J (w∗; X , y) +
∑
i

[
1

2
Hi ,i (w i −w∗i )2 + α |wi |

]
.

The problem of minimizing this approximate cost function has an
analytical solution (for each dimension i), with the following form:

wi = sign (w∗i ) max

{
|w∗i | −

α

Hi ,i
, 0

}
.
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Norm Penalties as Constrained Optimization

Consider the cost function regularized by a parameter norm penalty:

J̃(θ; X , y) = J(θ; X , y) + αΩ(θ).

We can minimize a function subject to constraints by constructing a
generalized Lagrange function, consisting of the original objective function
plus a set of penalties. If we wanted to constrain Ω(θ) to be less than
some constant k , we could construct a generalized Lagrange function

L(θ, α; X , y) = J(θ; X , y) + α(Ω(θ)− k)

The solution to the constrained problem is given by

θ∗ = arg min
θ

max
α,α≥0

L(θ, α)

If we can fix α∗ and view the problem as just a function of θ:

θ∗ = arg min
θ
L (θ, α∗) = arg min

θ
J(θ; X , y) + α∗Ω(θ)

This is exactly the same as the regularized training problem of minimizing
J̃.
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Regularization and Under-Constrained Problems

Many linear models in machine learning, including linear regression and
PCA, depend on inverting the matrix XTX . This is not possible whenever
XTX is singular. In this case, many forms of regularization correspond to
inverting XTX + αI instead. This regularized matrix is guaranteed to be
invertible.
These linear problems have closed form solutions when the relevant matrix
is invertible. It is also possible for a problem with no closed form solution
to be underdetermined. Most forms of regularization are able to guarantee
the convergence of iterative methods applied to underdetermined problems.
We can solve underdetermined linear equations using the pseudoinverse:

X+ = lim
α↘0

(
X>X + αI

)−1
X>.

Qi Guo (U of C ) 03 December 2019 11 / 20



Dataset Augmentation

We always need large data set to train machine learning model. In
practice, the amount of data we have is limited. One way to get around
this problem is to create fake data and add it to the training set.
A classifier needs to take a complicated, high dimensional input x and
summarize it with a single category identity y . We can generate new
(x , y) pairs easily just by transforming the x inputs in our training set.

Example: Object recognition

Dataset augmentation has been a particularly effective technique for a
specific classification problem: object recognition. Operations like
translating the training images a few pixels in each direction can often
greatly improve generalization. Many other operations such as rotating the
image or scaling the image have also proven quite effective.
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Dataset Augmentation

Object recognition

(a) 1a (b) 1b

(c) 1b (d) 1b

Dataset augmentation is effective for speech recognition tasks as well.
Injecting noise in the input to a neural network can also be seen as a form
of data augmentation.
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Noise Robustness

For some models, the addition of noise with infinitesimal variance at the
input of the model is equivalent to imposing a penalty on the norm of
the weights (Bishop, 1995a,b). Another way that noise has been used in
the service of regularizing models is by adding it to the weights. This
technique has been used primarily in the context of recurrent neural
networks (Jim et al., 1996; Graves, 2011).
Consider the regression setting and least-squares cost function, we have

J = Ep(x ,y)

[
(ŷ(x)− y)2

]
.

We now assume that with each input presentation we also include a
random perturbation εW ∼ N (ε; 0, ηI ) of the network weights. We denote
the perturbed model as ŷεW (x). In this way, we have

J̃W = Ep(x ,y ,εW )

[(
ŷεW (x)− y

)2]
= Ep(x ,y ,εW )

[
ŷ2εW (x)− 2y ŷεW (x) + y2

]
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Noise Robustness

For small η, the minimization of J with added weight noise is equivalent to
minimization of J with an additional regularization term:

ηEp(x ,y)

[
‖∇W ŷ(x)‖2

]
.

This form of regularization encourages the parameters to go to regions of
parameter space where small perturbations of the weights have a relatively
small influence on the output.

Example: Simple Linear Regression

J̃W = Ep(x ,y ,εW )

[(
((w+ε)>x + b)− y

)2]
= Ep(x ,y ,εW )

[
(w>x + b − y)2 + (ε>x)2 + 2ε>x(w>x + b − y)

]
= JW + ηEp(x)

[
‖x‖2

]
Qi Guo (U of C ) 03 December 2019 15 / 20



Semi-Supervised Learning

Semi-supervised learning is a class of machine learning tasks and
techniques that also make use of unlabeled data for training – typically a
small amount of labeled data from P(x , y) with a large amount of
unlabeled data from P(x). They are used to estimate P(y |x) or predict y
from x .
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Multi-Task Learning (MTL)

The MTL is a way to improve generalization by pooling the examples
(which can be seen as soft constraints imposed on the parameters) arising
out of several tasks. In the same way that additional training examples put
more pressure on the parameters of the model towards values that
generalize well, when part of a model is shared across tasks, that part of
the model is more constrained towards good values (assuming the sharing
is justified), often yielding better generalization.
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Multi-Task Learning (MTL)

The model can generally be divided into two kinds of parts and associated
parameters:

Task-specific parameters. These are the upper layers of the neural
network in figure.

Generic parameters, shared across all the tasks. These are the lower
layers of the neural network in figure.
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Multi-Task Learning (MTL)

Figure: Single task learning and Multi-Task learning.
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Thank you for your attention
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